


























140 EXPERIMENTAL RESULTS

a time-triggered scheduling of the garbage collector, but now accompanied with a task
interrupting the GC once at every run. The amount of live data on the heap is kept
constant over all runs as a constant payload of work to be done. We collect the total
running time of each garbage collection cycle. We do this procedure for 1000 different

values of the parameter in question.

Varying amount of references allocated We allocate one node with a constant size
1000, for which we vary the number of self references from 1 to 1000. The results

of this are shown in Figure 8.4.

Varying number of nodes allocated We allocate a linked list where each node is of
a constant size (16 words) and containing 1 reference (the next field). We vary the
length of the list (i.e. the number of live nodes) from 1 to 1000. The results of this

are shown in Figure 8.5.
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Figure 8.4: Measurement data of GC time as a function of number of references allocated by

an interrupting task.
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Figure 8.5: Measurement data of GC time as a function of the length of the linked list allocated

by an interrupting task.

From the measurements we can see that the behavior appears to be linear in all
parameters. The scattered clustering of data points for some of the measurements can be
explained by the, although relatively simple, non-flat behavior of the EMC. The reason
why, for some measurements, the clustering forms distinct lines instead of being more
evenly distributed in an area is the discrete behavior of the EMC (i.e., either hit or
miss in the pre-fetch cache) together with the way the heap parameters were controlled
(keeping all but one constant). Nonetheless, the overall tendency is linear which supports

the validity of the model.

8.2.4 Full GCDA example

Given the transition times in Table 8.4, we get the following formulas for 7}, and T/:

Tye = 0.001x M +0.026 % O +0.002 * R +0.210
" 0.015 % AY +0.002 x AR

7

(8.1)
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Tcoryworn = 0.001

Tscansrarr + Tscaxpone + Tcorvstart + TeoryDoxe — Trorware = 0.026
Tscanaoor + Trorwaro = 0.002

Tsrarr + Tooxe = 0.210

TSCANSTART + TSCANDONE - TFORWARD = 0.015

Table 8.4: Example transition times affecting Ty. and TiA.

Let us extend the example presented in Section 8.1.1 with WCETs:

task pmin | pma D C
sampley 10 15 5 2
samples 20 20 5 2

Iphigh 100 100 10 6
acquire 1000 1000 | 1000 | 400

We get the following values for L%, Ly, T (see Chapter 2 for details on their definitions):

U. ~ 0.76
L ~ 329
L, = 634
T = {5,10,15,25}

The processor demand h,(t) of our extended example is shown in Figure 8.6. From Sec-
tion 8.1.1 follows that M = 111, O = 37, and R = 37. Furthermore; sample;, samples,
and Iphigh cach allocate one cons, which gives us A9 = A9 =1

— AO
sampley samples Alphigh
AR = AR = AR =1, and A= AM

sampley samplea sampley samples

Y
_AM : :
= Ajphign = 3. Since acquire

= AR =0. We get

M _ AO
A acquire

does not allocate any new heap nodes, we have Ay e = Agequire
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Figure 8.6: EDF-schedulability analysis of our extended example.

the following values for (8.1):

Tye = 0.001 % 111 + 0.026 * 37 + 0.002 % 37 + 0.21 = 1.357
TA er = 0.015%140.002%1=0.017

TA es = 0.015%140.002%1 = 0017

T = 0015514000251 =0017

TA =0

acquire

In Figure 8.7, the garbage collection demand Cy.(t) is shown. The gray line shows one
possible period for feasible garbage collection Cy.(638) = 637.108 < 638. From (7.4) it
follows that the total heap memory need M;,;(638) = 840 words.
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Cge(t)

552
414
276

138

414 552 638 690

0 138 276
t

Figure 8.7: Garbage collection demand analysis of our extended example.



CHAPTER 9

Related work

9.1 Garbage collection correctness

McCreight et al. [62] introduces a general framework for reasoning about garbage collect-
ing algorithms in Coq theorem prover, and also includes a mechanized proof of correctness
for Baker’s copying garbage collector. Central to this approach is a logical specification
of the abstract properties a garbage collected heap must expose to its mutator client,
a notion somewhat similar to the transition labels we use to model mutator-collector
interaction. In contrast to our work, they require the actual algorithm to be expressed
in a low level assembly language, and their garbage collector steps must furthermore be
externally invoked in a strictly sequential fashion.

Another mechanized study can be found in [74], where Russinoff presents a correctness
proof in Ngthm theorem prover of Ben-Ari’s incremental mark and sweep collector [15].
He shows that it is safe (i.e. nothing but garbage is collected) and that it will eventually
collect all garbage.

In [19], Birkedal et al. prove correctness of Cheney’s classical stop-and-copy collector
[25] using separation logic with the extension of local reasoning. This elegantly enables
them to reason about both the specification and the proof in a manageable way. At the
end, they predict a promising future of this approach that would enable one to reason
about more complex algorithms such as garbage collectors of a different type than stop-

and-copy. However, this track of future work has, to the best of our knowledge, not been
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presented yet.

In [66], Morrisett et al. present a garbage collection calculus and specify a garbage
collection rule based on free variables, which models tracing garbage collectors. They
present two implementations of it, which correspond one to a copying collector and one
to a generational collector. They furthermore show that Milner-style type inference
can be used to show that, even though a node is reachable, it can still be garbage,
semantically. In [37], Hosoya and Yonezawa extend the idea of using type reconstruction
for garbage collection, and they present a garbage collection algorithm based on dynamic
type inference. In contrast to tracing garbage collection, where only unreachable garbage
is collected, their scheme collects nodes that are semantically garbage.

A huge volume of work on informal descriptions of real-time garbage collection has
been presented. One of the earliest incremental copying garbage collectors presented is
that of Baker [10]. It is an extension of Cheney’s collector into an incremental collector.
He utilizes a read-barrier that disallows accesses to fromspace (the white heap), i.e.
when the mutator tries to access the white heap, the barrier enforces either forwarding
(if the node has been copied already) or copying of the node. In the same year (1978)
Dijkstra et al. presented the ideas behind the tri-color invariant [30], which has been
extensively used by others for reasoning (mostly informally though) about correctness of
incremental copying garbage collection. In [22], Brooks presents a variation of Baker’s
collector. Among other differences, one is that the mutator always follows the indirection
via the forwarding pointer, and if the node has not been copied (or the mutator accesses
a node in tospace) the forwarding pointer points to the node itself. Instead of checking

if the node is in fromspace upon every access, the mutator is always redirected.

9.2 Live heap space analysis

To the best of our knowledge, there is no existing work on predicting global live heap
space for real-time systems similar to those we describe in Section 6.1. Nonetheless, a

substantial body of work has been presented for analyzing live heap space bounds for
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standard sequential programs. In this section we briefly describe some of the more recent
contributions in this line of research.

As already mentioned, for each task we borrow from [1, 2, 3] the rule-based represen-
tation of programs along with semantics, which we could however simplify due to special
treatment of state variables and lack of mutation. We also adopt from their work the
step of inferring size relations. Jost et al. [46] present a generic type-based resource anal-
ysis for inferring linear bounds on resource consumption for higher-order polymorphic
programs. The corresponding type inference is based on a standard linear programming
solver. Chin et al. [26] present a memory resource analysis for low-level assembly pro-
grams. They infer both net usage and a high watermark bound for each computation
unit based on explicit allocation and deallocation of heap space. Unnikrishnan et al.
[87] present a live heap space analysis based on program transformation and symbolic
evaluation. The transformed program mimics the memory behavior and essentially keeps

the same computational complexity as of the original program.

9.3 Garbage collection schedulability

The key issue in scheduling concurrent garbage collection in real-time systems is un-
doubtedly how the garbage collector should be able to compete with the real-time tasks.
Typically, this amounts to finding appropriate timing assumptions for the collector task.
Although the garbage collector does not really have such timing properties, more or less
artificial ones are necessary in order to determine schedulability of the whole system.
Due to the quite complex dependency between properties of the real-time tasks and
the required execution time for garbage collection, much of the focus in this field has
unfortunately diverged from pure schedulability analysis towards improving measured
performance.

In [33], Fu and Hauser present a framework for describing a broad class of real-time
garbage collectors and their corresponding scheduling premises. They also accurately

identify the key to enabling provable schedulability guarantees of a garbage collected
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system, to wit comprehensive knowledge about the memory behavior of the real-time

tasks as well as the inter-dependencies between them and the garbage collector.

In [35], Henriksson presents a feasibility test for garbage collection based on response
time analysis [45]. In contrast to our work, he assumes a per task parameter for worst-
case garbage collection time required after one invocation (G;). This parameter slightly
corresponds to our execution time parameter due to new allocations (7/'). However, he
does not present the connection between G; and the actual garbage collection algorithm
used. This work was later extended by Gestegard-Robertz and Henriksson to compute
an upper-bound on the cycle time of the garbage collector in order to meet total heap
memory limits [73], which corresponds to a rearrangement of our memory needs formula

(Equation 7.4).

In [52], Kim et al. present upper-bound estimates on the execution time of a garbage
collector based on Brook’s [22] evacuation strategy. They present a schedulability test
for the whole system based on a worst-case response time analysis of a sporadic server.
In addition, they also present a live memory analysis to determine the worst-case local
live heap memory of each task. In contrast to our work, they do not present a de-
tailed connection between the parameters used in the execution time estimate and the
actual garbage collection algorithm used. They are also limited to using rate monotonic

priorities to enable the sporadic server schedulability test.

In [24], Chang presents a hybrid approach based on a lazy freeing reference counting
collector and a backup mark-sweep collector. External fragmentation is avoided by using
a fixed block size. He also presents a schedulability test based on a dual-priority schedul-
ing scheme including the worst-case cost for both the reference counting collector and the
mark-sweep collector. This is achieved by integrating the two garbage collectors into the
real-time scheduling framework as tasks (i.e. deriving appropriate timing assumptions
for them). The main difference between his approach and ours is that he integrates the
cost of garbage collection in the regular schedulability analysis. This makes it more diffi-
cult to extend the regular schedulability test with more features (e.g., shared resources)

without affecting the schedulability test of the garbage collector.
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Recently, Kalibera et al. developed schedulability tests for both time-based and slack-
based scheduling of time-triggered garbage collection [47]. They show that none of them
is superior to the other (in terms of schedulability) and they draw the conclusion that the

choice of scheduling policy is a key part of designing garbage collected real-time systems.
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CHAPTER 10

Conclusions and Further Work

Throughout the history of real-time scheduling theory, successful static schedulability
analyses have relied on safe and tight WCET estimates for each individual task. One of
the keys for achieving such estimates is to require them to be independent, with respect
to both other tasks and scheduling policy. Incorporating garbage collection in a real-
time system as a task of its own inevitably violates that requirement. The workload and
memory overhead for a garbage collector depends on both timing and memory behaviors
of the real-time tasks, as well as the principles governing how those tasks are scheduled.
Typically, in order to give a provably safe estimate on the WCET of the garbage collector,
one needs to account for both the individual effect of each task and their combined effect
with respect to various properties. To this end, depending on collector strategy, several

task properties would have to be quantified, e.g.:
e live heap space
e new allocations
e mutation patterns
e memory fragmentation
e amount of heap memory forming circular structures

Although such properties might be hard (or even impossible) to determine, the conse-

quences of these dependencies reach even further. If the garbage collector is allowed to
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compete with the real-time tasks (i.e., either be prioritized over pending tasks or impose
significant overhead onto their execution time), the scheduling policy and correspond-
ing feasibility test must be tailored for the particular collector, often imposing further
restrictions onto the task model.

In this dissertation we have proposed an approach to remedy these problems. Recall-

ing our theses from Chapter 1:

In this dissertation, we propose the following theses: (1) the key to successful
real-time garbage collection is to preserve as much as possible of previous
advances in real-time scheduling theory by imposing minimal restrictions on
the task model, scheduler, and schedulability test; and (2) the keys to enabling
a priori schedulability guarantees are clear identification and tractable analysis

of the sources of execution time for the garbage collector.

10.1 Contributions

Based on an incremental copying garbage collector deployed in the run-time system of
the real-time programming language Timber, we have demonstrated that our first thesis
(1) is achievable. The proof relies on disallowing the garbage collector to compete with
the real-time tasks with respect to processor time, i.e. it is scheduled as the lowest
priority process. The execution time of each increment of our collector is bounded by a
small constant, which guarantees that the cost of preempting our collector at any time is
completely predictable. The mutator-collector synchronization cost (i.e. for read/write
barriers) is completely eliminated by restricting tasks (asynchronous methods in Timber)
to be known and created statically. By means of these modest restrictions, we have
achieved a complete decoupling between the schedulability test for the real-time tasks
and the cost of garbage collection. Instead, we have proposed another schedulability
analysis that solely determines the schedulability of our garbage collector — the garbage
collection demand analysis.

We have proved our second thesis (2) through the identification of all parameters
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affecting execution time of our garbage collector, to wit global live heap space and heap
allocations made by interrupting tasks. Analyzing heap allocation properties for each
task corresponds quite well to execution time analysis (with a slightly different cost
model). Both are monotonically increasing accumulative properties. The results of such
program analyses are typically expressed as functions of the programs input data (e.g.,
see [3]). In a real-time system, where tasks maintain an ongoing interaction with the
environment, input data are typically tightly coupled with the persistent state of the
system. As a fortunate coincidence, such state-dependent properties correspond very

well to the behavior of global live heap space.

We have proposed a novel technique for determining safe upper bounds on live heap
memory of real-time systems, which is safe even in the presence of state- and order-
dependent tasks driven by external sporadic events. It is based on the derivation of an
accurate prediction of task execution orders according to timing assumptions of each
task (inter-arrival times and deadlines). This is done by representing the task set as
a timed automaton and applying standard techniques used in reachability analysis to
construct a finite state machine (FSM) representation of task execution orders. We apply
a standard variant of abstract interpretation to each task for inferring linear input/output
size relations on the persistent state of the system, which is then combined with the
execution order FSM to obtain an integer linear programming problem, whose solution
includes a provably safe upper bound on the total live heap size observable between all

possible task executions.

To this end, we have imposed two restrictions onto the task model. We require the
relative deadline of each task to be bounded by its minimum inter-arrival time. However,
in Section 10.2.2, we will address the modifications to our model necessary to incorporate
tasks where relative deadlines and minimum inter-arrival times are unrelated. In order
to sufficiently capture the order of task executions, or more precisely, the order in which
they affect live heap space, we restrict the task model to only incorporate strictly nested
resource locking (similar to SRP). The only restriction our model effectively adds to SRP

is that we prohibit non-nested sequential resource access: new resources may not be
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locked once a previously held resource has been released. Although our experience shows
that this restriction is not very burdening in practice, we sketch a possible solution to

allow sequential locking in Section 10.2.3.

10.2 Further work

One key observation is that the execution order FSM accepts traces of task executions
that are legal according to the timing assumptions of each task. In our case, we have
left those timing assumptions as open as possible, containing only inter-arrival times
and deadlines. Generally, the schedulability requirement leaves the choice of order in
which released tasks are executed open as long as all individual deadlines are met. In
reality, schedulability is typically reached by a myopic scheduling policy (e.g., EDF, RM,
etc.), which has a fully deterministic outcome. Thus, from any zone in the zone graph, if
assuming a particular scheduling policy, one can reduce the number of labelled transitions
to a maximum of one. Apart from tighter bounds, preliminary experimental results show
significant improvements in FSM sizes (down to 25 % of the original size). Along the same
line, the zone graph accepts traces where the release of a task and its execution point
occur at the very same instant. Adding a safe lower bound on execution time for each
task will reduce the time window in which task execution points may occur, ultimately
reducing the number of possible execution orders. Although standard solvers of ILP
problems are quite efficient nowadays, the complexity of finding the optimal solution
is still exponential. However, suboptimal solutions to our ILP problems are still safe
bounds (although less precise), which opens up the possibility to use heuristics to reduce

complexity.

We will now address some of these tracks for further work in detail and present initial

ideas on solutions.
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10.2.1 Specific scheduling policies

In order to improve both performance and precision of our live heap space analysis, we can
modify the construction of the timed automaton so that it strictly follows the behavior
of a specific scheduling policy. To this end, what is needed is to restrict each zone in
the zone graph to have at most one outgoing labeled transition, i.e. of all released tasks
in a zone, the scheduler will always deterministically choose only one task to execute.
For deadline monotonic (DM) scheduling, if more than one task is in the released state,
we discard all other labelled transitions but the one for the task with smallest relative
deadline. For EDF scheduling, the absolute deadline of each pair of released tasks can
be compared by trying the corresponding difference constraint for solutions with respect
to the current clock zone. For example, given a clock zone D, and two released tasks ¢;
and ¢;, the conjunction ¢ A ¢; —¢; < D; — D; is nonempty iff the absolute deadline of ¢
may be less than or equal to the absolute deadline of ¢;. In Table 10.1, the minimal FSM
sizes of the example task sets from Chapter 8 are shown for each scheduler (compared

with the original size). For 73 we get a minimal FSM of 25% of the original size.

Task set EDF DM Not spec.

Ty 652 668 699
T3 847 1610 3393
Ta 2221 3891 6343

Table 10.1: Minimal FSM sizes of the example task sets for EDF and DM scheduling.

The results of applying the schedulers to our extended example (Table 8.2 and 8.3)
are shown in Table 10.2. Furthermore, the minimum solutions to the corresponding cost
functions are reduced by the size of one cons cell for EDF scheduling but are the same for
DM scheduling. However, the execution time of 1p_solve for solving the ILP problem

is reduced to about 20% of the original problem for both EDF and DM.
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# states # arcs
(ILP unknowns) (ILP constraints)

EDF 1732 3738
DM 1789 3927
Not spec. 3510 8428

Table 10.2: Minimal FSM sizes of our extended example for EDF and DM.

10.2.2 Tasks with D; > pP"n

Since one of our theses is to keep the set of restrictions on the task model to a minimum we
need to address the possibility to incorporate tasks where D; > P/". The main problem
with doing this is that we would need more than one clock in the timed automaton of
such a task. We must allow more than one instance of the same task to be in the released
state at the same time. Let us first define the maximum number of concurrent instances

of the same task.

D;
’ [me 1oy

We can now construct one timed automaton for each potential concurrent release of
task 4, using one unique clock each. They all synchronize (listen) on the same binary
channel release; which is triggered by a releaser timed automaton for task i. Observe
that this approach is general in the sense that it works for z; = 1, but requires two
clocks instead of one (one for the releaser and one for the part being released). Note that
the binary synchronization channel release; needs to be replaced by e (the empty label)

when constructing the corresponding untimed automaton. For each j € {1..2;} we have
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the following timed automaton:

L;; = {idle,released}

ly; = idle

A;; = {t;,release;}

Ciy = {ei}

I; = {(released, ¢; < D;}

E;; = {(idle, true,release;?, {c;;j}, released), (released, true, t;, (), idle)}

The releaser timed automaton looks as follows:

L, = {idle}

ly = idle

A; = {release;}

Ci = {a}

I, = {(idle,¢; < P}

E; = {(idle,¢; > P™" release;!, {c;},idle), }

These timed automata are shown graphically in Figure 10.1. The binary synchronization
channel requires one sender ! and one listener 7 to be able to take the transistion simulta-
neously. If more than one combination exist, one of them is chosen non-deterministically.
Observe that, if EDF scheduling is not applied in the construction of the zone graph,
there is no guarantee that the precedence ordering between simultaneous releases of the

same task is preserved.

10.2.3 Tasks where full SRP is allowed

As we pointed out in Chapter 6, the run-time behavior of Timber closely follows the
principles of SRP. However, in order to lift the restriction on multiple non-nested se-
quential resource accesses, we need to solve two problems. First of all, we need to find
all required sub-tasks, whose locking behavior conforms to the restricted form of nested
resource access.

Let us look at an example of how such a behavior might look like. In Figure 10.2,

a task that uses five different resources in SRP fashion. We may divide the task into
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t;

release;?

Cij = 0

release;!

released

cij < D

Figure 10.1: Timed Automata of a task with D; > P,

lock(ry)
lock(r,)
lock(rs)
lock(rs)
unlock(rs)
lock(rs)
unlock(rs)
unlock(rz)
unlock(ry)
unlock(ry)

Figure 10.2: Ezample of SRP nested resource access by a task.

two sub-tasks, where the first one has an effect on r, and the second one has an effect
on ry, ra, r3, and r5. To this end, we would need to construct two different size relation
matrices, accordingly. The timed automaton of such a task can be captured by adding a
location for the intermediate state (see Figure 10.3) and instead of the label ¢;, we would

have t;, that corresponds to the one affecting ry and ¢; 2 the other one.

However, there is another, more severe, problem related to this: in order to interleave
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released

¢; < D;

Figure 10.8: Example of sub-tasks conforming to SRP.

the task, i.e. execute something else (say ¢;) in between ¢;; and t;, ¢; cannot lock 7,
r9, or r3. In fact, this property is tightly coupled with the scheduling policy EDF+SRP
(as described in Chapter 2). Thus what we need to do is to keep track of 7, see (2.11)
and (2.12).

Although the restrictions we have imposed on the task model can be lifted by the
ideas sketched above, we still have an exponential growth of states and transitions in the
resulting FSM. Initial experiments have shown that only a very small part of ILP con-
straints generated from the FSM contributes to the worst case live heap space behavior.
A typical scenario is that some tasks increase the size of the persistent state, while others
reduce it. The timing properties and release patterns of a particular task are independent
of the properties and patterns of other tasks. Thus, one may be able to neglect some
of the possible transitions while constructing the zone graph (similarly to the scheduling
decision described in Section 10.2.1) and still acquire a provably safe upper-bound on

live heap space.
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